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1. Introduction 

Cloud computing is transforming the way applications and services are created, provided and 
consumed. The virtualization of infrastructures have lowered the barriers of entry that inhibit adoption 
such as cost and provisioning time for many providers, especially SMEs [2][4]. Through the 
virtualization of platforms they will compete in an almost equal basis with the established players [4]. 

The 4CaaSt project aims to create an advanced PaaS implementation, which supports the optimized 
and elastic hosting of internet-scale, multi-tier applications and enabling the creation of a true business 
ecosystem [7]. Applications coming from different providers can be tailored to different users, 
integrated, mashed up and traded together. 

In [8], the 4CaaSt value proposition is highlighted: 

 A higher level of abstraction regarding applications and services deployment, hiding the 
operational complexity while providing the most resource efficient solution. 

 A broad set of built-in programming libraries, building blocks and specific functionality, as 
well as common facilities beyond what is offered by state-of-the-art PaaS Clouds, easing 
development of ‗killer applications‘ showing the value of the 4CaaSt platform. 

 An attractive business ecosystem supporting facilities, to promote and monetize 
applications as well as create an active community of users, providers and developers. 

 The necessary tools to monitor execution and manage lifecycle of applications. 

 

Overall, the project will bring significant benefits to the European economy via a greatly simplified 
design and delivery model for services and service compositions thus contributing to the 
establishment of new and highly dynamic and innovative service ecosystems. 

This whitepaper focuses on the description of the technical innovations that are being developed in the 
4CaaSt project, highlighting the main benefits for service developers or providers through a simplified 
example: the 4CaaSt ‗Hello World‘ application. The 4CaaSt platform revolves around the innovative 
concept of a ―blueprint‖, an abstract description of an application or service that decouples what they 
offer from the resources required from the various layers of the Cloud stack.  

The blueprint leverages a great flexibility for the creation, deployment and marketing of applications 
and services in the Cloud. The different usage models supported by 4CaaSt are presented in section 
2. One of the most important usage models is described by the ‗Hello World‘ application in section 3, 
pointing out at every stage the main benefits to be obtained from the platform and for the different 
roles. Finally, section 4 describes how the different technical benefits introduced previously are 
achieved and why they are an improvement over the state of the art. 
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2. 4CaaSt Usage Models 

While 4CaaSt concentrates on the Platform as a Service layer of the Cloud stack, the way in which the 
project deals with the combination of services from the different layers, benefits from an analysis of 
how different roles can use them. First of all, the following roles are identified: 

 

 

Markets deployed services 
based on existing software: 
SaaS, PaaS, IaaS, XaaS. 

 

Contracts a software to be deployed on 
Cloud resources, or any service in 
general (SaaS, PaaS, IaaS). 

 

Provides new application 
software or platform 
(middleware) ready to be 
deployed on IaaS/PaaS layer 

 

Uses a service that has been 
contracted. 

 

According to the most cited architectural concepts for Cloud computing, Platform as a Service is an 
important part of Cloud computing architecture. PaaS represents the middle layer connecting the IaaS 
and the SaaS layer, see [3][5][6][9][10][11][12][13]. However, this reflects a very simplified view on 
Cloud architecture.  

The model shown in Figure 1 makes the distinction between resources (hardware or software) 
provided in the traditional way, and the ―as a Service‖ version of them, which considers virtualization, 
multi-tenancy and elasticity as the main properties. Accordingly: 

 a platform product, e.g. a middleware product, can be deployed over IaaS or over real 
hardware (non-Cloud Computing scenario);  

 this platform product, if it is designed for that purpose, can be offered as a Service for the 
application layer; 

 the application software can be deployed either on top of a Platform Product, or making use of 
platform services (PaaS); 

 finally, an application software product can eventually be offered as a Service for external 
customers.  

Although 4CaaSt aims at innovating in the platform layer, it provides mechanisms to support the 
different usage models derived from the combinations of those layers (see Figure 2). As it can be 
observed, one stakeholder can play more than one role towards the platform according to the usage. 
For instance, a Software Provider in the Application Software layer can be at the same time a PaaS or 
Platform Software customer. 
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Figure 1. Cloud (as a Service) layers vs. as a Product layers. 

 

 

 

Figure 2. Examples of Usage Models. 

Application over a platform (a): A software provider can develop an application (e.g., a content management 

system) and publish it so that it can be deployed using some platform software (a web container, a RDBMS…) 
offered as a service (PaaS). SaaS over a platform (b): A service provider can develop and/or deploy an 

application (e.g.: a billing application) on top of several platform products to offer a service to any external 
customer that contracts it (SaaS model). Pure platform over IaaS (c): A development company can contract 

several platforms (e.g. a web container, a RDBMS, etc.) to be deployed over an IaaS and use them during their 
own developments. They can also contract PaaS services (e.g., a DataStore as a service) as part of the 
development/deployment environment of their applications. 

 

4CaaSt concentrates on the usage models that make use of the Platform Software and the PaaS, 
providing mechanisms to support the application software and SaaS lifecycles when deployed over 
the 4CaaSt platform. That includes the description of applications and their dependencies on the 
platform and infrastructure layers, the decisions about which specific resources to use, the deployment 
and configuration of platforms and application components and their management and lifecycle, the 
monitoring of the different layers the application consist of, and on top of that, the services required to 
trade with all of these usage models through appropriate business models. 

The innovative concept of the 4CaaSt blueprint, described thoroughly in this whitepaper, in 
combination with the marketplace functionality and the integrated management of software, services 
and resources enable the reification of many usage models and business models as described above. 
This flexibility constitutes a key differentiator of 4CaaSt platform in relation to major competitors from 
the market and academia. 
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3. 4CaaSt Hello World 

As described in previous section, the flexible mechanisms provided by 4CaaSt leverage the realization 
of multiple usage and business models around the three layers of the Cloud stack. This Hello World 
scenario of 4CaaSt exemplifies one of them (application over a platform): 

 A software provider (i.e., developer) creates a simple application and makes it available in a 
4CaaSt platform. 

 A service provider creates a market offering to sell the above mentioned piece of software, 
defining the business terms and conditions

1
.  

 A customer can define some options about the deployment of the application and contract it, 
meaning that they will obtain an instance (a real deployment) of it for their own usage. 

In order to understand the whole process, besides the roles introduced above, the 4CaaSt platform by 
itself and the following role are also considered: 

 

 

Runs and manages the 4CaaSt platform, 
providing more features and building a 
business ecosystem. They could own the 
IaaS or use it from another Service 
Provider. 

 

 

3.1. Getting started… the 4CaaSt portfolio 

Before describing the process of the Hello World scenario, this section describes several assumptions 
about the 4CaaSt platform and what the 4CaaSt and other service/software providers will do prior to 
other developers or providers create and offer their software. 

 

The PaaS provider wants to have multiple technologies (software or services) in a 

4CaaSt platform so that developers have a wider range of technological options to 

develop their applications. As part of the portfolio of existing platforms in 4CaaSt, the 

following ones can be found:  

• Web Containers:  
– Tomcat 7.0 
– Oracle WebLogic 12.1.1 

• Databases: 
– PostgreSQL 9.0.6 
– MySQL 5.0 

                                                

 

 

 

 

1
 The first two roles can be played by different persons of the same company; for the sake of flexibility 

of the usage models, these two steps have been decoupled. 
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– Oracle RDBMS 11g 

For each of them, there exists a blueprint that describes the technical information 
required for its deployment and management, and has been published with a given 
price model (e.g. monthly subscription, 10€/month) in the 4CaaSt Marketplace. For 
instance, the Tomcat blueprint describes: 

• Its name, version, etc. 
• Its offering: functionality, configuration options, performance KPIs, accountability 

metrics 
• Artefacts: packages for different platforms, Installation & configuration recipes,  
• Resource Requirements (VM, operating systems, …) 

Benefits Developers and software providers will benefit from a large portfolio of technologies to 
develop and deploy applications.  

There are many well-known platform technologies that can be used to develop and 
deploy applications. 4CaaSt does not only offer those technologies to be deployed in 
the Cloud, but also offers out of the box important capabilities like multi-tenancy, 
scalability and PaaS-oriented management and configuration.  

 

 

A Telco provider, as a service provider, wants to offer a new communication service 

(e.g. SMS), as part of the portfolio of technologies that can be used by applications in a 

4CaaSt platform.  

The Telco Service provider can contract a set of virtual machines to install a specific 

enabler (developed by themselves) and a bridge to their Service Delivery Platform (in 

their premises) and start the system up so that it is ready to be used. In order to make 

it available in a 4CaaSt platform, they create the appropriate blueprint describing the 

service, as explained above. Additionally, they publish the service in the marketplace 

with a price plan. For instance: 0.10€ /SMS. 

With these components, developers can make use of that service and integrate it into 

their applications. 

Benefits 4CaaSt offers a portfolio of functionality packaged as ready-to-use 4CaaSt services, 
which do not require any effort for the developers to develop, deploy, or configure them 
in order to make use of them in their Cloud applications. Therefore, those willing to 
build a Cloud application will benefit from a rich development environment. 

 

3.2. The Hello World Application 

This section depicts the process of creation, marketing, deployment runtime and settlement of the 
Hello World application, as described above. As stated previously, the software developer relies on 
the technologies and services provided by the PaaS provider itself, but also by other external 
providers (as the Telco services one). 

 

A software developer creates a new application that sends a ―Hello World!‖ Message 

by SMS to selected phone numbers from an agenda. The Web user interface looks like 

this wireframe: 
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The software developer creates the application using his preferred tools (e.g., Eclipse). 
When he wants to integrate an existing service, he can browse through 4CaaSt Web 
pages in order to get information, download client libraries or other artefacts. He could 
also contract virtual machines or platform services (like a Tomcat deployment) to 
deploy and test his own application, but this is something considered out of the scope 
of this story. 

The architecture of such an application can be seen in Figure 3. It consists of a Tomcat 
server with a war file for the application and a library for accessing the SMS service as 
client, and a PostgreSQL database. It needs to access the SMS Enabler, which will be 
deployed on a different virtual machine. Once the application is ready, he creates the 
blueprint in 4CaaSt user interface: 

• Fills in the application description. 
• Defines the platform resources: a standard Web Container (without specifying 

which one to be used), a PostgreSQL database instance, an SMS service, and the 
SLAs that those resources should fulfil.  

• Uploads the artefacts: war files with the servlets, database scripts for PostgreSQL. 
 

Benefits Cloud Blueprinting is a powerful solution that aims at providing next-generation 
software developers with significant methods and tools that enable them to easily 
aggregate, configure and deploy virtual service-based application payloads on virtual 
machine and resource pools on the Cloud. 

 

 

 

Figure 3. Architecture of the Hello World Application. 
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The application is now available and the 4CaaSt platform has all the information 

required to deploy and manage it. A service provider can create a commercial offer of 

the application in the marketplace. They select the application blueprint, define the 

price model and the application is ready to be contracted. Any customer will be able to 

obtain their own instance of the 4CaaSt HelloWorld App. 

 

When the customer logs into 4CaaSt marketplace, he can select one out of many 
existing application and services and customize it if such action is allowed for the 
service. For instance, a customer can choose 4CaaSt Hello World and decide: 

 to pay always less than 0.4€/hour while the application is available; 

 with a minimum availability of 99.5% ; 

 and a response time under 1 second. 
 

 

Benefits Based on the blueprint concept, 4CaaSt one stop shop supports the trading of different 
types of Cloud services in a unified way. Providers may benefit from a great flexibility to 
create new offerings, and to be used by other providers, while customers, including IT 
managers can contract and customize resources, platforms and applications just 
according to their actual needs. 

 
 

 

Given the price, performance and availability, the 4CaaSt Blueprint Resolution process 
decides that the Web Container to use will be Apache Tomcat, instead of Oracle 
WebLogic. 

Therefore, the platform chooses the following architecture to be deployed:  

 One virtual machine in which Tomcat is installed and the War file deployed. 

 One virtual machine in which the PosgreSQL is installed and the configuration 
scripts executed. 

 All the network adapters of the VMs, VLANs and IPs configured. 

 The SMS service is provisioned. 

Benefits  By utilising the 4CaaSt blueprints, providers of services and applications have the 
opportunity to choose resources from a Cloud ecosystem across to run their 
applications, including different infrastructure, middleware and applications 
components / services. Based on this selection 4CaaSt is able to automatically design, 
deploy and configure the most suitable architecture from application to IaaS levels, 
taking into account QoS and elasticity. 
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Deploying an application like the 4CaaSt Hello World requires not only to deploy and 
configure the software, but also to provide public IPs to the front-end (or load 
balancer), private VLANs among the VM in which the application is deployed, opening 
specific IP flows between different VMs participating in the final solution (e.g., the SMS 
enabler), and firewalls to ensure that the application is as secure as it would be on an 
on-premises deployment. 

Benefits  Complex applications require complex networking configurations, and IT managers will 
benefit from an integrated management of this aspect of an application architecture. In 
non-Cloud deployments, network administrators perform this substantive task 
manually; in Cloud deployments, the complexity is minimised due to the virtualised 
nature of resources, negating much of the physical networking infrastructure and 
further simplified in a 4CaaSt environment due to resource templating techniques to 
support the blueprints. 

 

 

Finally, the customer gets the information about the resources deployed and the URL 
to access them and the application. They can use the application by themselves, or 
grant access to other end users (employees, own customers, etc.). 

 

 

Once the application has been set up, different KPIs start to be monitored by the 
platform, including metrics from various levels: basic computing KPIs from the IaaS 
resources (memory usage, disk usage, CPU consumption, etc.); higher level platform 
indicators (response time for invocations, number of simultaneous connections, etc.) 
and even from the application level. This information is processed in the advanced 
monitoring system, which triggers notifications to the resources management 
components in the platform. In this example, a high number of end users use the 
application in a given time, causing the response time of the Tomcat Server to increase 
over 0.95 seconds and the CPU usage of the VM in which it is hosted above 90%. 

Based on this information, 4CaaSt resources manager takes the decision of creating a 
new VM to replicate the Tomcat installation and to set up and configure a load balancer 
to distribute the traffic between both servers. Before executing the scaling, 4CaaSt 
checks that the price constraint is not breached. 

Benefits  While most of Cloud offerings elasticity is based on keeping a simple deployment 
design of an application, increasing the number of VMs or replacing them with more 
powerful ones, 4CaaSt users can benefit from fine-tuned elasticity mechanisms that 
change the deployment design of the platform according to the actual bottleneck, 
increasing resources only on those layers and for the components where it is really 
needed. 

 

 

Finally, the customer is charged according to the price of the actual usage of virtual 
machines, software licenses, including the Hello World app, and the number of SMSs 
sent. Usually, some resources as the VMs will be charged according to a time based 
price (e.g., 0.1 €/hour each VM), while others can have a monthly subscription 
(PostgreSQL deployment) or a pay per use price model (number of SMSs sent). 
The marketplace is configured to deliver a monthly settlement and the corresponding 
bills. For example: 

• The customer pays 120 € for the VMs and the software (considering the 
scaling) and 20 € for the SMSs. 
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• The cost of the VMs for the customer is 60€; the VM provider receives 50 € for 
the IaaS Service and the marketplace gets 10€ as revenue share. 

• Due to the 4CaaSt Hello World, Tomcat and PostgreSQL, the customer is 
charged 20 € for each of the pieces of software.  

– The 4CaaSt Hello World provider gets 15€. The remaining 5 € are 
kept by the marketplace as revenue share. 

– The 20€ charged due to the Tomcat and PostgreSQL deployment are 
direct benefits of the 4CaaSt platform 

• The SMS provider gets 15 € for the messages, and the remaining 5 € are kept 
by the marketplace under a revenue share model. 

• The 4CaaSt provider earns 10 € (revenue share of the IaaS) + 5€ (revenue 
share of the Hello World application) + 5€ (revenue share of the SMS 
messages) + 40 (Tomcat and PostgreSQL deployment) = 60 €. 

Benefits The 4CaaSt one stop shop also offers providers and, in general, any IT manager the 
possibility to do business with their services and applications, by managing customers 
and prices and, even more importantly, by integrating the incurred costs in their 
balance of payments. 
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4. 4CaaSt Major innovations 

The previous section has depicted the external view of a typical usage of a 4CaaSt based application. 
Based on this external view, it was possible to identify which are the main benefits of using such a 
platform for various stakeholders. In this section of the whitepaper, it is described how these benefits 
are achieved through the major innovations of the platform, showing why these features are unique in 
the context of the current state of the art.  

4.1. Blueprinting the Cloud 

Description 

Cloud Blueprinting is a powerful solution that aims at providing next-generation software developers 
with significant methods and tools that enable them to easily aggregate, configure and deploy virtual 
service-based application payloads on virtual machine and resource pools on the Cloud.  

The long-term benefits of Cloud Blueprinting will address concerns at the heart of the Enterprise of the 
Future and global service marketplaces by: 

 Enabling novel geography spanning, end-to-end service applications to be built 

 Encouraging innovation through novel integrative service/Cloud development 

 Empowering service developers to better meet changing application requirements and 
develop customised service applications 

 Allowing new, innovative business models to be developed through the use of ―on-demand‖ 
service platforms, infrastructure and supporting services 

To achieve its aim, Cloud Blueprinting promotes autonomous services – at all levels of the Cloud stack 
– that adhere to the same principles of separation of concerns to minimize dependencies. This 
solution allows any service at any layer to be appropriately combined with a service at the same level 
of the Cloud stack or swapped in or out without having to stop and modify other components 
elsewhere. At the same time – on the basis of the Blueprint Resolution technique (see below) – Cloud 
Blueprinting allows multiple (and possibly composed) resource/infrastructure or implementation 
options for a given service at the application-level. This enables forming service aggregations on 
demand at any level of the Cloud stack that may potentially involve various SaaS/PaaS/IaaS providers 
by breaking up the current SaaS/PaaS/IaaS monolithic approach.  

Justification of the innovation 

After having studied relevant literature [24], a proliferation of solutions for Cloud service development 
has been observed [18], [19], [20], [21], [22]. But, such methods have clearly shown considerable 
shortcomings to provide an efficient solution to deal with important aspects related to Cloud service-
based applications. Some of these aspects are the elasticity and multi-tenancy of SaaS applications 
used to compose service-based applications. Current Cloud service offerings are often provided as a 
monolithic one-size-fits-all solution and give little or no opportunity for further customization. As a 
result, these stand-alone Cloud service offerings are more likely to show failure in meeting the 
business requirements of several consumers due to a lack of flexibility and interoperability. 

Unlike current solutions, Cloud Blueprinting is a novel powerful solution that breaks down the 
monolithic stack of Cloud service offerings and providings – by relying on the innovative Blueprint 
Resolution technique – an effective and flexible solution for Cloud service-based application designers 
to select, customize, and aggregate Cloud service offering coming from different providers. In this 
way, Cloud Blueprinting goes one step beyond current approaches by effectively addressing the 
elasticity and multi-tenancy aspects of Cloud services and promoting service virtualization by allowing 
an SOA-enabled approach that supports independent layering within a typical Cloud stack. 
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Technical Description 

Technically, Cloud Blueprinting approach is built on the basis of two main components namely, the 
Blueprint templates and the Blueprint lifecycle manager. 

1. Blueprint template 

The Cloud blueprinting approach introduces a series of Blueprint templates used to abstract and 
describe the SaaS components of Cloud Blueprinting-based applications. The use of templates 
provides a fast, simplified method for provisioning and automating Cloud services. It can be seen as a 
way for providing an understanding of the features used to deliver reliable, and scalable Cloud 
deployments, and achieving better interconnection between physical and virtual infrastructures. To 
better management of the Blueprint templates, offers a Blueprint framework that interlaces several 
inter-related components [1]:  

1. A declarative Blueprint Definition Language (BDL), which provides the necessary abstraction, 
constructs to describe the operational, performance and capacity requirements of Cloud 
services.  

2. A Blueprint Constraint Language (BCL), which specifies any explicitly stated rule or regulation 
that prescribes any aspect of Cloud service. 

3. A Blueprint Manipulation Language (BML), which provides a set of operators for manipulating, 
comparing and achieving mappings between blueprints that are defined in BDL. 

4. A simple blueprint query language for querying collections of blueprints. 

A blueprint model is defined in BDL template and is based on a clear separation of service processing 
concerns and is minimally distilled in the following number of inter-related templates, namely the 
operational description of service offering, the performance-oriented service capabilities, the required 
resource utilization, and the policies that constrain the end-to-end application landscape in which the 
service operates.  

The BCL is based on a formal foundation to facilitate reasoning and verification by ensuring that 
services comply with regulations and rules that demarcate their operational behaviour. For this 
purpose, Linear Temporal Logic will be used as the formal foundation of BCL and associated 
compliance patterns [2]. 

The Blueprint model exposes its information in a manner, which facilitates comparison and simple 
composition of blueprints to express end-to-end offerings from various providers. The BML template is 
based on a set of model-management algebraic operators, such as match, merge, compose, extract, 
delete and so on. These operators accept source blueprint templates as input and return a new 
blueprint template as result.  

2. Blueprint Lifecycle 

The Blueprint model helps managing services when they transit through the stages of the lifecycle: 
design, deployment, testing and monitoring. As illustrated by Figure 4, after a provider has created the 
components of a service, the provider begins the process of making it available to Cloud consumers 
by creating a source Blueprint model that defines the content of and interface to the service. Initially, 
during design each provider describes all relevant aspects of an offered service in a structure called a 
source blueprint. The provider customizes the source blueprint templates to create a service offering 
for consumption by one or more consumers.  
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Figure 4. Blueprint support for the Cloud service lifecycle 

The source blueprint model (provider offering) is the unit stored in a marketplace that a consumer 
requests by establishing a contract (SLA) with the provider for that offering. The provider provisions a 
service instance that satisfies the constraints defined in the offering, and the consumer uses the 
instance as stipulated in the SLA.  

During design, an interim target blueprint model is created by combining a set of source blueprint 
models that a developer has selected. Combining source blueprints to satisfy the functional and non-
functional requirements of the target blueprint relies on the blueprint resolution technique. 
Subsequently, a deployment plan with configurability points is generated. This plan drives platform 
resources and virtual machine placement and network configuration. 

During deployment, the target blueprint model helps to automatically provision resources to adjust the 
workload and traffic and provide many upstream and downstream alternatives to automate the 
dynamic configuration and deployment of application instances onto available, best choice Cloud 
resources. 

Finally, during testing and monitoring, abstract information contained in the interim target blueprint is 
gradually refined using testing and monitoring techniques to reach the level of rigor and concreteness 
required for their optimal deployment on a Cloud infrastructure that is configured and morphed to meet 
the service-based application requirements and specific performance-oriented estimates. 

3. Blueprint Resolution 

Service Offerings and Resource Requirements are the core elements of a blueprint that is described 
using the BDL template presented earlier. Whilst the offerings describe both the functionalities and 
non-functional characteristics, e.g. SLAs, of services in a blueprint, the resource requirements indicate 
the needed Cloud resources, with the required SLAs, to deploy and provision those offerings. An 
offering that still relies on other resource requirements is called unresolved offering, and a blueprint 
that still contains unresolved offerings is called an unresolved blueprint. 

According to the lifecycle presented in the previous section, a Cloud service developer normally starts 
with designing a new and unresolved target blueprint that captures his to-be services. In the next 
steps, in order to fulfil all the resource requirements in the target blueprint, he relies on the offerings of 
other third-party source blueprints that can be queried and purchased from the marketplace. An 
offering is selected if its functionality and non-functional properties, e.g. SLAs, can satisfy a resource 
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requirement. Matching of functionality currently follows a keyword-based approach. As non-functional 
properties, e.g. SLAs, are described using external plug-ins, e.g. WS-Policy, SLAng, etc., non-
functional matching currently relies on external matching procedures provided by those plugins.  

In some cases, the newly retrieved source blueprints might also be unresolved, i.e. they still contain 
resource requirements, and hence iteratively need to be resolved. The whole iterative process to fulfil 
the resource requirements by using the source blueprints from the marketplace is called the blueprint 
resolution process. 

4.2. One Stop Shop for Cloud Services 

Description 

The 4CaaSt marketplace supports the trading of different types of XaaS services in a unified way. A 
single access point to all type of service offerings such as SaaS, PaaS, IaaS, or NaaS will be 
provided. A tight relationship with the 4CaaSt service engineering layer (blueprints) supports the 
specification of commercial offerings for any type of service, using the most appropriate revenue 
models, from the available ones, for each specific service.  

The 4CaaSt marketplace may support different usage models: the service providers may contract 
resources, platforms and even software (or deploy their own software) and sell services by themselves 
or through the 4CaaSt marketplace, while the customers may contract access to running services. 
Software developers may enable applications to be contracted and deployed on demand. Finally, 
service customers may contract a private instance of an application that has to be deployed. All these 
usages and combinations are supported by the 4CaaSt blueprint and its lifecycle. 

This behaviour enhances the flexibility of software and service providers to realize multiple business 
models in 4CaaSt. It also allows the 4CaaSt platform providers to foster truly dynamic business 
ecosystems through the support of multiple price models and settlement/revenue sharing 
mechanisms. An increased services and applications offering can be expected for end or corporate 
users. 

Another key challenge from the perspective of service providers and service customers is to take the 
right businesses decisions such as picking a price model for a certain product or selecting among 
alternative service offerings. For instance, which effect on the expected revenues and profit may the 
transition from a license based to a pay per use price model have for a service provider? The 4CaaSt 
marketplace therefore offers rich business analytics features supporting business decision-makers, 
taking into account different information sources such as historically observed market data and 
statistical predictions to provide rich dashboard visualizations. 

Finally, the 4CaaSt marketplace is further socially enhanced, offering new features creating added 
value. These features include individualization to the particular market participant, socially enhanced 
search, marketplace analysis based on social data, socially enhanced rating systems and action 
recommendations based on the actions of others. 

Justification of the innovation 

After analysing the most prominent Cloud services marketplaces (Windows Azure Marketplace, 
SuiteApp Marketplace, Zoho marketplace, Google Apps Marketplace, Android Marketplace, and 
Force.com AppExchange) [23], it has been realised than no other platform supports the full suite of 
processes envisioned by a 4CaaSt integrated marketplace. The most comprehensive offering is 
provided by Force.com, although it only allows the trading of applications based on their exposed 
development APIs. 

In that respect, it has been detected a trend of IaaS providers to included PaaS capabilities in their 
offering, or SaaS providers to enable the application development over their platform [25]. Therefore, 
no other platform supports in the same way a combined offering of services in the different levels of 
the Cloud stack. It can be considered a unique feature of Cloud marketplaces. 

On the other hand, most currently established Cloud service marketplaces attempt to adapt their 
offering to the customer. However, the peculiarities of the individual users are hardly taken into 
account, if at all. The social enhancement of 4CaaSt marketplace brings a number of benefits. For 
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example, individualization based on social data will distinctly improve the user experience, social 
enhancement can support or even replace the statistical estimation approaches currently employed by 
market analysis tools in other marketplaces, and the relevance of search results can be increased by 
using social data. 

Technical Description 

4CaaSt marketplace trades with products, which are based on a single blueprint (abstract or 
resolved). Every product has an associated price (based on the Universal Service Modelling 
Language for pricing standard), either it is defined by the service provider or dynamically after the 
blueprint resolution, considering the actual aggregated services of the solution. The resolution and the 
contracting processes are driven by a set of attributes that can be customized by the service provider 
or by the customer. 

Based on this model, 4CaaSt manages all the phases of a marketplace: information of products and 
stakeholders, negotiation and resolution of products, contracting and settlement of services, and 
money flows. Furthermore, the marketplace is tightly integrated with the 4CaaSt platform so that 
information sources such as monitoring data from the service execution can be leveraged by the 
marketplace. 

4.3. Automated Virtual Machine Construction and 
Provisioning for Heterogeneous Components  

Description 

Using the 4CaaSt blueprints, application providers can choose across different platform layers and 
services to run their applications, including different infrastructure, middleware, and applications 
components / services. Based on this selection 4CaaSt is able to automatically generate suitable 
deployment designs and automatically provision the corresponding resources. Resource provisioning 
includes selection of the most appropriate deployment designs considering resource, QoS as well as 
scalability requirements, the automated technical construction and configuration of virtual machines 
and their final deployment.  

Justification of the innovation 

A major selling point for on demand PaaS platforms is that applications developers are not bothered 
with operation concerns anymore. They can concentrate on the core competence of developing apps 
and everything else is done by the platform in a transparent way. Hence, automated and timely 
resource provisioning is a crucial feature for PaaS platforms. However, looking at the current state of 
the art, several drawbacks are observed. 

Current PaaS offerings, like Google App Engine, Amazon Beanstalk, Force.com and Windows Azure 
rely on a dedicated, homogenous set of infrastructure resources and middleware components. They 
are able to automatically provision resources, but are limited to their choice of technology. 4CaaSt 
adds support for heterogeneous environments and as a consequence, eases switching between 
alternative components to avoid vendor lock-ins. 

In addition to this, 4CaaSt allows developers to specify their non-functional requirements on a high-
level of abstraction and, based on this specification, it optimizes the required resources. This 
optimization not only considers the hardware allocation, but also different deployment designs (e.g. 
two-tier vs. three-tier deployment) in combination with multi-tenancy. Existing PaaS offerings are 
usually limited to single-tier deployments using platform services for persistency and neither support 
multi-tier landscapes nor an automated optimization of resources. 

Technical Description 

The blueprint resolution process described above is the input for the deployment process of resources 
in 4CaaSt platform. 4Caast in first step generates applicable deployment designs based on generic 
deployment templates and architectural constraints defined within the resolved blueprint. In a second 
step, the PaaS resource manager performs the actual resource allocation, configuration, and 
deployment.  
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Within the resource allocation step, additional meta-information for the application components (ACs), 
middleware components and infrastructure services regarding performance and resource consumption 
is used to determine the optimal initial deployment design and resource allocation.  

Once the initial deployment is decided, 4CaaSt constructs and configure all required VMs for 
deploying the selected design. These are called Runtime Execution Containers (RECs) in 4CaaSt 
terminology. To this end, every blueprint in 4CaaSt comes along with technical configuration scripts for 
installing and configuring the specified component. 4CaaSt is able to ―compose‖ these scripts for the 
complete stack for a single VM and to orchestrate the construction and ―wiring‖ of landscapes. 

Finally, the scalability configuration automatically generates a concrete adaptation model for the 
instantiated deployment. This is accomplished by customizing generic adaptation models for the 
chosen deployment template based on scalability constraints (e.g. max resources) and meta-
information (e.g. scalability curves) defined in the blueprints.  

4.4. Elasticity in the PaaS Layer 

Description 

4CaaSt automatically manages the dynamic scaling of the platform products and the application 
components deployed on those products. The elasticity mechanism is provided by two means: on the 
one hand the customer is able to define a set of elasticity rules based on a number of KPIs that will 
govern how the application scales vertically and/or horizontally based on their preferences; on the 
other hand, the platform can take automatic control of an application using the monitoring data and 
performing an advanced analysis over it to decide which part of your multi-tier application should scale 
and how.  

 

Figure 5. Various scalability mechanisms.  

The figure represents a) an initial (single VM) deployment with one platform product and several application 

components (ACs) . The subsequent diagrams represent the same application where the IaaS layer has vertically 
scaled b), or the PaaS layer has scaled horizontally c), or vertically d). 

 

4CaaSt focuses its efforts on scaling in the PaaS layer, using KPIs not only from the IaaS layer (CPU 
usage, free memory, etc.) but also from the PaaS layer (number of transactions per second, number 
of tenants, etc.). Therefore, 4CaaSt aims at providing PaaS architectural vertical and horizontal 
scaling, by decoupling middleware and components from the virtual machines in which they are 
hosted and deploying scalable architectures (load balancers, shared/not-shared execution containers, 
stateless components, replication, etc.).  

With this innovative feature, a PaaS customer will be enabled to contract a basic platform, set up the 
limits to which the application is allowed to scale, and pay for the actually consumed resources. 
Moreover, the platform provider can take the decision of sharing a runtime execution container, 
achieving a higher degree of effectiveness in the consumption of resources and, therefore, providing 
more competitive offerings to the customers. 
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Justification of the innovation 

Currently, PaaS platform providers offer scalability only in the IaaS level, while the 4CaaSt approach 
goes beyond the state of the art with the vertical and horizontal scalability of the AC and platform 
products, as shown in Figure 5. These mechanisms require a wide set of actions to support the 
migration from one deployment design to another (e.g. backup and recovery, software installation and 
configuration, etc.) and advanced mechanisms to extend the set of scalability actions and infer them 
from the KPIs and their analysis. Moreover, PaaS platforms in the market (e. g. like AWS Elastic 
Beanstalk) base the scalability on hardware information metrics which does not correlate well with 
application performance, while 4CaaSt scales considering the PaaS layer metrics, which drive the 
service functionality.  

Technical Description 

From the blueprint specification of an application, 4CaaSt will select the best architectural design to 
fulfil the performance requirements defined by the Service Provider or the customer. The monitoring 
policies derived from the scalability rules are used to configure the advanced monitoring component 
for relevant KPI subscription, which will provide IaaS and PaaS KPIs, together with an advanced 
diagnostic of the application.  

 

Figure 6. Architecture of the scalability mechanism.  

 

With the customer‘s defined rules and the built-in logic, the Scalability Engine can decide the best way 
to scale the application (see Figure 6). Therefore, the deployment can be modified in different ways: 
the virtual machines‘ resources can be increased (IaaS vertical scaling), the REC can be replicated 
under a load balancer (PaaS horizontal scaling), a platform component (e.g., the RDBMS) can be 
migrated to a different VM, or even the application components can be deployed on different PICs 
(PaaS vertical scaling). 

4.5. Network-as-a-Service (NaaS) Support 

Description 

The envisioned 4CaaSt NaaS support provides the possibility to define virtual networks for the 
deployed applications both at Layer 3 and Layer 2. The clients can customize the defined networks 
(private or public, IP range, VLANs, QoS requirements like throughput or latency) and dynamically 
assign virtual machines to the defined networks. 

Justification of the innovation 

IaaS Clouds provide fundamental computing resources to the consumer including processing, storage 
and network resources. Thus, logically NaaS is part of the IaaS offer. However, mainstream state-of-
the-art IaaS Clouds provide only Layer 3 networking options that will not be sufficient for complex 
applications, especially in enterprise and telecommunications domains. Many use cases including 
legacy applications require functionalities like broadcast traffic, multicast networking, control over the 
IP address range used, multiple networks accessed by an application, guaranteed quality of service 
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for network connections, etc. These functions are not provided by the IaaS Layer 3 network: the 
possibility to allow IaaS clients to have Layer 2 networks for their own purposes is needed. 

Technical Description 

4CaaSt will propose a new NaaS API that is aligned with existing IaaS APIs and can present fine-
grained network resources to clients, together with an advanced NaaS management architecture.(see 
Figure 7).It  can be highlighted that 4CaaSt‘s NaaS subsystem needs control over both the physical 
network devices (NICs, switches, etc.) and the networking features of the hypervisor or management 
stack used by the Cloud infrastructure because much of the network traffic happens within a single 
physical machine.  With that purpose, a NaaS controller should closely interact with the IaaS controller 
(e.g. to exchange location information).  

 

 

Figure 7. Architecture of the NaaS functionality.  

 

4.6. Enabling native service technologies in 4CaaSt 

Description 

Native Service Technologies are a range of technologies developed for the Cloud or are very suitable 
for it, therefore they are likely to be involved in Cloud-oriented applications. 4CaaSt will offer several 
native Cloud technologies as services, such as Context aaS, Network Enablers aaS or Cloud Data 
Store Capabilities that can be used and deployed in an on-demand fashion according to a client's 
workload and requirements. These technologies are packaged as services offered in 4CaaSt in a 
uniform fashion, following the concept of technology enabler, and thus offering a common interface 
used by the platform in different phases of applications lifecycle, namely deployment, configuration, 
monitoring, management and billing.  

Moreover, this portfolio of technologies fosters the development of Cloud-oriented applications offering 
a series of functionality packaged as ready-to-use 4CaaSt services, without requiring any effort for the 
developers on developing, deploying and configuring this environment. An example of enabling some 
of these technologies is adding context information or network services for clients without the need to 
restructure the whole application or adding new machine instances to handle growing client workload. 

Like every other component in the 4CaaSt platform, the use of such services by a 4CaaSt-hosted 
application is based on the blueprint concept, including these technologies among the software 
requirements of the application.  

Justification of the innovation 

Enabling native services allows not only the use of new kinds of services when needed but to integrate 
them directly into the application's work-flow without the need to worry about their implementation, 
deployment or management. Not only is the developer released from the burden of creating or 
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deploying his/her functionality at a Cloud scale, but also from the management of the desired services 
since it is dynamically handled by the platform through the common interfaces. These native services 
are requested using the same mechanism used for specifying application requirements, i.e. blueprints. 

Moreover, to the best of our knowledge these technologies have not been previously offered at a 
Cloud scale by any current Cloud platform. 

Technical Description 

The expected outcome of this innovation is a set of interfaces in order for these services to be 
controlled and managed by 4CaaSt platform in a common way. Interfaces for runtime execution 
management, monitoring and accounting among others will be considered. These interfaces will be 
implemented by the components that offer every technology, so the use of such services is controlled 
by 4CaaSt. 

The services that will be offered as part of this innovation are the following: 

 Context as a Service, which deals with the provision of contextual information relevant to the 
services or applications, bringing context awareness to the Cloud-enabled marketplace of 
services. 

 Pub/Sub as a Service, which provides an asynchronous transient message transport level 
useful for decoupling applications on the Cloud.  

 Network Enablers as a Service, which provides different easy-to-consume Communication 
Technology services in a transparent and operator-independent fashion. 

 Data Store as a Service, which offers a fast and scalable Cloud-enabled object-based non-
traditional data storage with support for transactions.  

 Mashups as a service, which provides a platform for building modular Web-based interfaces 
using gadgets, which are a front-end for back-end services and allow an easy creation of a 
composite application. 

 

4.7. Enabling immigrant PaaS technologies in 4CaaSt 

Description 

Immigrant PaaS technologies refer to a set of tried and proven technologies that were available before 
the advent of Cloud computing and now need to be adapted for the new era. These technologies form 
a series of building blocks for the 4CaaSt platform and can be used on demand, either in conjunction 
or independently, when building applications and services based on the 4CaaSt platform. 4Caast 
focuses on the provisioning of infrastructure components for composite applications and services, and 
in particular on providing Cloud-ready database engines, application servers and service composition 
engines, working when required in tandem through an integration layer that handles the 
communication with services external to the 4CaaSt platform. Instead of simply deploying these 
technologies on a Cloud environment, 4CaaSt work towards making them Cloud-aware, offering out-
of-the-box capabilities like multi-tenancy, scalability and PaaS-oriented management and 
configuration. 

Justification of the innovation 

Our investigation of the State of the Art of Cloud-native solutions shows that multi-tenancy, scalability 
and operational management are essential for any Cloud offering. Existing Cloud solutions for data 
storage, application hosting, service composition and integration are, however, either immature or 
focused exclusively on one feature like availability. On the other hand, just deploying existing non 
Cloud-native technologies on the Cloud as part of VM images fails to utilize the potential of the Cloud 
computing paradigm in terms of on-demand elasticity and scalability. For these reasons, 4CaaSt 
project looks into how these technologies can be integrated instead immigrated to the Cloud, adding 
mechanisms and capabilities in order to make them Cloud-aware. 
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Technical Description 

Figure 8 provides an architectural view of how the targeted non Cloud-native technologies can be 
conceptually positioned in relationship to each other in order to create, deploy and run applications as 
part of the 4CaaSt platform. However, it has to be noted that Figure 8 aims only to demonstrate the 
way in which the 4CaaSt project combines the immigrant technologies in its scope in order to harvest 
their full potential in developing Cloud-native applications. Software and services developers are at 
freedom to choose one or more of these components and combine them in any way they see fit when 
designing their own applications.  

Among the key innovations of 4CaaSt is making each of the building blocks in Figure XX (database, 
application server, composition engine and ESB (Enterprise Service Bus) Cloud-aware, while 
integrating it with the 4CaaSt platform. More specifically:  

 

Figure 8. 4CaaSt immigrant technologies (proposed architecture)- 

Cloud-enabling a Database engine in 4CaaSt focuses on adding transparent replication mechanisms 
to them so that they can scale seamlessly, without an effect on data consistency (essentially enforcing 
data isolation) and system availability. Appropriate extensions so that the database can be deployed, 
monitored, and managed as part of a 4CaaSt REC component, are also being developed by the 
project. The database engine of choice for the 4CaaSt project is the open source PostgreSQL 
database. 

In terms of Application Server solutions, 4CaaSt focuses on improving their modularity, which will 
enable them as an adaptable and right-sized run-time container for applications in the Cloud. 
Furthermore, remote configurability, fine grained monitoring and on-demand scalability are tackled 
properties, using OW2 JOnAS server as the demonstrator of this effort. 

With respect to different Composition Engines, 4CaaSt‘s approach is to aim for enabling multi-tenancy 
and providing advanced monitoring and configuration capabilities, required also for their integration 
into the 4CaaSt platform. A series of engines addressing different user needs are being extended 
towards this direction (OW2 Orchestra, BonitaOpenSolution, Ericsson Composition Engine and the 
Context Integration Framework for BPEL). 

Finally, for purposes of enabling a Cloud-aware ESB, 4CaaSt is using the Apache ServiceMix solution 
in order to demonstrate how tenant-specific information can be incorporated into the exchanged 
messages. This allows for tenant-based routing, service selection and composition. Enabling 
scalability on this level is one of the issues that 4CaaSt will be investigating in the future. 
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5. Conclusions 

 

4CaaSt project aims at creating an innovative framework for creating, marketing, deploying and 
managing applications on the Cloud, both over platform products and platform as a service. 4CaaSt 
introduces the concept of blueprint, a technical description of an application or a service that 
decouples the various dependencies it has along the Cloud layers.  

Thanks to the blueprint and how applications and services are traded and provisioned/deployed based 
on it, 4CaaSt may support multiple usage and business models, giving to software and service 
providers the flexibility to use the resources and services as they prefer. 

A number of benefits for practitioners or IT managers have been highlighted in this whitepaper: 

 4CaaSt provides a large portfolio of Cloud-aware, ready to use, mainstream technologies 
(ESBs, RDBMS, BPM engines, etc.)  

 4CaaSt offers an easy mechanism to integrate off the self-services (context, telco, mashups, 
etc.). 

 4CaaSt allows developers to decouple the development and specification of applications from 
their actual deployment. 

 4CaaSt enables the trading of applications and services based on multiple usage models and 
business models, providing integrated settlement of revenue flows among providers. 

 4CaaSt is capable of on-demand deploy, configure and provision software and services into 
virtual machines to offer applications ready to use, including complex configuration of the 
networking infrastructure. 

 4CaaSt scalability is not only based on adding more infrastructure resources, but also to vary 
the application architecture for a more efficient usage of resources. 

As a summary, 4CaaSt offers software and service providers to focus on their business (both the 
software and the service monetization), leaving the underlying complexity of infrastructure and 
platforms out of their concerns.  
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